
CS43002 : Database Man·agement Systems 
I 

End-semester Examination, Spring 2013 

Time= 3 hrs, Marks= 100, Answer all questions. 

Ql.A. Describe the slotted page structure for storing variable length records in a disk block. 

Ql.B. Suppose we have a B-tree with nodes having room for three keys and four pointers. Suppose also that 
when we split a leaf, we divide the pointers 2 and 2, while when we split the interior node, the first 3 pointers go 
with the left node, and the last 2 pointers go with the right node. We start with a leaf containing pointers to 
records with keys 1, 2, and 3. We then add, in order, records with keys 4, 5, 6, and so on. At the insertion of 
what key will the B-tree first reach four levels. Show your calculations. [ 5 + 1 0] 

Q2.A. Suppose you want to merge sort a file containing 10,000 blocks and you have a buffer that can store 5 
blocks. 
i. How many sorted runs are produced in the first pass? What is the average length of these runs? What is the 
number of block 1/0s for the first pass? 
ii. How many additional merge passes are required to complete the fully sorted relation? What is the total 
number of block 1/0s for all these additional passes? 
iii. How many buffer blocks would be required in order to sort this file in 2 passes? [ 10 ] 

Q2.B. Consider the following schema: 

Sailors(sid, sname, rating, age) 
Reserves(sid, did, day) 
Boats(bid, bname, size) 
Reserves. sid is a foreign key to Sailors and Reserves. bid is a foreign key to Boats. bid. 

We are given the following information about the database: 

Reserves contains 10,000 records with 40 records per page. Sailors contains 1000 records with 20 records per 
page. Boats contains 100 records with 10 records per page. 

There are 50 values for Reserves.bid. There are 10 values for Sailors.rating (1...10). There are 10 values for 
Boat. size. There are 500 values for Reserves. day. 

Consider the following query: 

SELECT S.sid, S.sname, B.bname 
FROM Sailors S, Reserves R, Boats B 
WHERE S.sid = R.sid AND R.bid = B.bid AND 
B.size > 5 AND R.day = 'July 4, 2003'; 

Assuming uniform distribution of values and column independence, estimate the number of tuples returned by 
this query. [ 10 ] 

Q2.C. Describe three heuristic strategies used in query optimi.zation. [ 5 ] 



Q3.A. Consider the following schedule with one action missing: r1(A); r2(B); ???; w1(C); w2(A); [ 5] 
Find out what read action could replace the ? ? ? and make the schedule non-serializable. Explain your answer. 

Q3.B. Consider the following two transactions Tl and T2. How many schedules involving Tl and T2 are 
recoverable? 
Tl: wJ(A); WJ(B); rJ(C); commit1; 

T2: w2(A); r2(B); w2(C); commit2; [ 10] 

Q3.C. Draw a Venn diagram showing the subset/superset relations between the following five classes of 
schedules: conflict serializable, recoverable, avoiding cascading roll back, legal under two phase locking, legal 
under strict two phase locking. [ 5 ] 

Q4.A. Consider a concurrency control manager by timestamps. Below are several sequences of events, 
including start events, where sti means that transaction Ti starts and coi means Ti commits. These sequences 
represent real time, and the timestamp-based scheduler will allocate timestamps to transactions in the order of 
their starts. In each case below, say what happens with the last request. [ 15] 

You have to choose between one of the following four possible answers: the request is 
1. accepted, 2. ignored, 3. the transaction is delayed, 4. the transaction is rolled back. 

i. stl; st2; st3; rl(A); wl(A); r2(A); 
ii. stl; st2; r2(A); co2; rl(A); wl(A); 
iii. stl; st2; st3; rl(A); w2(A); w3(A); r2(A); 
iv. stl; st2; rl(A); r2(A); wl(B); w2(B); 
v. stl; st2; st3; rl(A); w3(A); co3; r2(B); w2(A); 

Q4.B. Consider a database that contains three items, A, Band C, with the following initial state: A = 1, B = 2, 
C = 3. From that initial state, the following two transactions start executing concurrently: 

T : A := 10; B := 20: u : c : = 30: 

As the transactions execute, there is a system crash. In each of the following scenarios we state the type of 
logging mechanism in use, and we present the state of the log when the system crashed. For each scenario, give 
the possible values on disk of A, Band C, both at the time of the crash and after recovery completes (as a table). 
Note that each item may have more than one possible value. [ 25] 

i. Pure undo logging is in use. The log at crash time is: 

<START, T> 
<T, A, 1> 
<START, U> 

ii. Pure redo logging is in use. The log at crash time is: 

<START, T> 
<T, A, 10> 
<START, U> 
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ili. Pure undo 'lo~ging is in us{(. TM log at crash time is: 

<START, T> 
<T, A, 1> 
-~.ST.ART, U> 
<U, C, 3> 
<T, .B, 2> 
<COMMIT~, T> 

iv. Pure redo:loggi1;1gis in use. The log at crash timeis: 

<START; T_> 
<T, A, 10> 
<START; U> 
<U, C, 30> 
<:::"T, B, 20> 
<COMMIT, T> 
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v. Un:do-redo)ogging is in use. The log a,t c~asb. time is: 
- . I, 

<START·, T> 
<T, A, 1, 10> 
<START, U> 
<P; c, 3, 30> 
<:T, B, 2, ·20'> 
<COMMIT, T> 
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